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Abstract

There has been a great deal of recent interest in the streaming model of computation where

algorithms are restricted to a single pass over the data and have significantly less internal

memory available than would be required to store the entire stream of data. Because of the

inherent difficulty of solving graph problems in the streaming model, a number of extensions to

the streaming model have been considered, namely the Semi-Streaming model, the W-Stream

model, and the Stream-Sort model. In this chapter, we survey the algorithms developed for

graph problems in each of these models. The survey is intended to be tutorial in nature although

familiarity with graph algorithms is assumed.

1 Introduction

With our ever increasing ability to generate enormous amounts of information, comes a need to

process that information more efficiently. In particular, we need to be able to process data that

cannot fit into internal memory (i.e. RAM) and to do so in such a way that our access to external

storage is efficient. Recently, there has been interest in a model of computation called the streaming

model which has its origins in [HRR00] and also in [MP91]. In the streaming model, the data is

presented sequentially in a single pass while the internal memory available is sufficient only to store

a small portion of the data. The motivation for the streaming model is that sequential access to

disk can be implemented very efficiently yet making multiple passes over large data sets may be

prohibitively expensive or, in some cases, impossible because of the transient nature of the data.

A number of papers consider computing various statistics in one pass over a stream ([AMS99],

[M03]). However, determining the types of graph problems that can be solved efficiently when the
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graph is presented as a stream of edges is also an important research question. For many graph

properties, it is impossible to determine whether a given graph has the property in a single pass using

o(n) space where n is the number of vertices in the graph ([FKM+05b]). (One notable exception

is the problem of computing the number of triangles in a graph for which a 1-pass streaming

algorithm appears in [BKS02]). Because of the inherent difficulty in solving graph problems in the

1-pass streaming model, extensions to the streaming model have been proposed. The most obvious

extension is to allow multiple passes over the stream with the hope that the number of passes will

be quite small in relation to the size of the stream. In [HRR00], it is suggested that studying the

tradeoff between the number of passes and the amount of space required by streaming algorithms

is an important research topic.

Beyond allowing multiple passes there are three main extensions currently discussed in the

literature:

1. The Semi-Streaming model ([FKM+05a]) in which the algorithm is given Θ(n logk n) space

where n is the number of vertices in the graph and k is any constant. In this case, the

algorithm has enough internal memory to store the vertices but not necessarily the edges in

the graph.

2. The W-Stream model ([R03]) in which the algorithm is allowed to write an intermediate

stream as it reads the input stream. This intermediate stream, which can be at most a

constant factor larger than the original stream, is used as the input stream for the next pass.

3. The Stream-Sort model ([R03], [ADR+04]) in which the algorithm is not only allowed to

create intermediate streams but also to sort these streams in a single pass.

In this chapter, we survey the algorithms that have been developed for these extended models.

For a more general survey of streaming algorithms, see [M03] and [BBD+02]. While the emphasis

of this chapter is on the actual algorithms developed, we begin with a discussion of lower bounds

on the space required to solve graph problems in the streaming model to motivate the discussion

of the other models.

2 Lower Bounds

When receiving an input graph G(V,E) as a stream, we assume, unless otherwise stated, the graph

is given as a stream of edges (u, v) ∈ E in no particular order. If the graph is weighted, an additional
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weight component is added to each edge, giving us data items of the form (u, v, w(u, v)). Some lower

bounds on the space required for streaming algorithms can be proven using counting techniques. For

example, in [BGW03], lower bounds are provided for deterministic and randomized algorithms for

O(1)-pass streaming algorithms for finding common neighborhoods of vertices. Another approach

to proving lower bounds is to use results from communication complexity ([KN96]). We provide a

brief description of the main ideas behind the communication complexity approach below.

2.1 Communication Complexity

The two-party communication complexity model originally defined in [Y79] consists of two

players A and B. The players’ combined goal is to compute a function f : X × Y → Z. When

computing f(x, y), Player A is given x but does not know y while player B is given y but does

not know x. To compute the result, the players must communicate their private information to

each other. The communication complexity of f is the number of bits of information that

must be exchanged for f to be computed. In other words, if we define the cost of a communication

protocol for the two players to be the number of bits that must be exchanged to compute f(x, y) in

the worst case, the communication complexity of f is the cost of the communication protocol with

the least cost. The one-way communication complexity of a function f is the communication

complexity of f when Player A is allowed to transmit information to Player B but Player B cannot

transmit information to Player A. For example, consider the following problem referred to as Bit

Vector Probing in [HRR00]:

Definition 2.1 In the Bit Vector Probing (BVP) problem, Player A is given a bit string x

of length n, while Player B is given an index i, 1 ≤ i ≤ n. The objective of the two players is to

output the i-th bit. In other words, f(x, i) = xi.

The (two-way) communication complexity of this problem is log n since B can simply send A the

index i and A can output xi. The one-way communication complexity where B is prohibited

from sending any information to A is n. (See [KN96] for details on this and other results in

communication complexity.)

In [HRR00], results from communication complexity are used to study several graph problems

related to database queries as well as other problems relating to databases. In each of the graph

problems, a directed multigraph is given as input. The vertices of the graph can be partitioned

into k sets, V1, V2, . . . , Vk, such that each edge is directed from a node in Vi to a node in Vi+1 for
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some i, 1 ≤ i < k. Four different types of queries are considered:

• Max: Let u1 be the node of largest degree in V1. Let ui ∈ Vi be a node of largest degree

among those incident to ui−1 for 2 ≤ i ≤ k. Find uk.

• MaxNeighbor: Let u∗1 be the node with the largest outdegree in V1. Let u∗i be the node of

largest degree incident on u∗i−1 for 2 ≤ i ≤ k. Find u∗k.

• MaxTotal: Find a node u1 ∈ V1 such that u1 is connected to the largest number of nodes of

Vk.

• MaxPath: Find nodes u1 ∈ V1, uk ∈ Vk such that they are connected by the largest possible

number of paths.

In [HRR00], Henzinger et al prove that a 1-pass streaming algorithm requires Ω(kn2) space to solve

any one of these problems where n = max1≤i≤k |Vi|. They also prove that a p-pass algorithm for

MAX requires Ω(kn2/p) space and provide a p-pass, O(kn2 log n/p)-space algorithm for MAX. For

the remaining three problems, 1-pass, O(kn2 log n)-space algorithms are provided.

Rather than restate the proofs from [HRR00], we provide a lower bound proof for a more

familiar graph problem, namely determining whether a graph is bipartite, to provide the flavor of

the communication complexity arguments for space lower bounds on streaming algorithms. We can

reduce BVP to Bipartiteness as follows:

Given a bit string x of length n, Player A adds an edge (u, u′) to the stream, and, for each j,

1 ≤ j ≤ n, such that xj = 1, Player A adds an edge (u, vj). Player A then runs the hypotheti-

cal streaming algorithm for Bipartiteness on the stream, pausing when all edges have been read.

Player A then passes the contents of the streaming algorithm’s memory to Player B. Player B

then takes the query i, initializes the streaming algorithm with the memory contents provided by

Player A, and runs the streaming algorithm on the stream consisting of a single edge (vi, u
′) effec-

tively restarting the streaming algorithm from where Player A left off. Player B outputs 0 if the

streaming algorithm indicates that the graph is bipartite, and outputs 1 otherwise.

To see that Player B outputs the correct result notice the graph described by the entire stream

consists of vertices V = {u, u′, v1, v2, . . . , vn} and edges E = {(u, u′), (u′, vi)}∪{(u, vj) : xj = 1, 1 ≤

j ≤ n}. (See Figure 1.) If xi = 1, then (u, u′), (u′, vi), and (u, vi) are all edges in the graph

which implies that the graph is not bipartite. If xi = 0, then none of the vj ’s are adjacent to u′.

In this case, the graph is bipartite with u on one side of the partition and all the other vertices
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Figure 1: The graph constructed by the reduction of BVP to Bipartiteness when x = 101 and i = 1.

Note that the graph is not bipartite because of the triangle (u, u′), (u′, v1), (v1, u).

on the other side. Therefore, the graph constructed is bipartite if and only if xi = 0. Since the

one-way communication complexity of BVP is n, Player A must have passed n bits of information

to Player B in the worst case. Therefore, any streaming algorithm for bipartiteness must use n

space in the worst case where n is the number of vertices in the graph.

Many natural graph problems share a characteristic with bipartiteness that leads to similar

reductions from BVP and consequently the same lower bound ([FKM+05b]).

Definition 2.2 ([FKM+05b]) A graph property P is balanced if there exists a constant c > 0

such that, for all sufficiently large n, there exists a graph G(V,E) with |V | = n and a vertex u ∈ V

such that:

min
{
|VP,u| ,

∣∣VP,u

∣∣} ≥ cn

where VP,u = {v ∈ V : G′(V,E ∪ {(u, v)}) has property P} and VP,u = V − VP,u

Theorem 2.1 ([FKM+05b]) In the 1-pass streaming model, testing a graph for any balanced

graph property requires Ω(n) space where n is the number of vertices in the graph.

In [FKM+05b], Feigenbaum et al point out that many graph properties such as including a

vertex of a given degree, bipartiteness, and including a path between a given pair of vertices are

balanced. They conclude that the 1-pass streaming model with an o(n) space limitation does

not provide enough power for graph problems. This motivates interest in the Semi-Streaming,

W-Stream, and Stream-Sort models. We consider each of these in turn.
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3 Semi-Streaming Model

In the Semi-Streaming model ([FKM+05a]), the algorithm is allowed to use O(n logk n) space where

n is the number of vertices and k ≥ 1 is a constant. The following Semi-Streaming algorithms are

presented in [FKM+05a]:

• a 1-pass, O(n log n) space algorithm for computing a bipartition for a graph if one exists,

• a 1-pass O(n log n) space algorithm for finding a maximal matching and, therefore, a 1/2-

approximation to a maximum matching,

• for any ε, 0 < ε < 1/3, an O( log 1/ε
ε )-pass, O(n log n)-space, (2/3−ε)-approximation algorithm

for finding a maximum matching in a bipartite graph,

• a 1-pass, O(n log n)-space, (1/6)-approximation algorithm for finding a weighted matching.

Additionally, it is mentioned that an algorithm from [UC00] can be adapted to give an O(log1+ε/3 n)-

pass, O(n log n)-space, 1/(2 + ε)-approximation algorithm for weighted matching.

One of the key computational benefits of the Semi-Streaming model is that there is enough

space to store the connected components of a graph using a disjoint-set data structure ([CLRS01]).

Furthermore, the connected components can be computed in a single pass. In [FKM+05a], the

connected components of the graph are used in a 1-pass algorithm to determine whether a graph

is bipartite. The disjoint set data structure is augmented to include a color for each vertex, either

Red or Blue. The algorithm proceeds as follows:

1. Initially, color each vertex Red.

2. For each edge (u, v) in the stream,

(a) if u and v are in the same connected component and u and v have the same color,

return failure. (The graph cannot be bipartite in this case since the color of any vertex

in a connected component uniquely determines the color of every other vertex in that

connected component. In this particular case, if u and v have previously been assigned

the same color, the graph is not 2-colorable, i.e, bipartite.)

(b) if u and v are in different connected components then

i. if u and v have the same color, flip the color of all the vertices in v’s component

ii. merge the two connected components
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3. return the coloring as the bipartition of the graph.

The algorithm runs in a single pass and uses α(m,n) time per edge where α is the inverse Ackermann

function (see [CLRS01]).

Maintaining the connected components can also be used in an algorithm for computing the

minimum spanning tree for a graph ([FKM+05a]). The algorithm is a streaming version of an

algorithm which appears as a remark in [T83]. As we read the edges from the stream, we keep

track of the connected components in memory. For each connected component, we also maintain a

minimum spanning tree (MST), which can be stored in O(n log n) space since the total number of

edges in all the spanning trees is O(n). The complete algorithm is as follows:

1. For each edge (u, v) in the stream

(a) if u and v are in different components then union the two components and create a

minimum spanning tree for this new larger component by merging the two components’

minimum spanning trees and adding edge (u, v).

(b) else add (u, v) to the MST for the component (creating a cycle) and remove the heaviest

edge on the cycle created.

2. Assuming the graph is connected, only one component remains. Return the corresponding

spanning tree as the result.

3.1 Spanners

Just as the connected components are a useful representation of a graph that maintain connec-

tivity information, a spanner is a representation of a graph that maintains approximate distance

information. Formally, we have the following definition:

Definition 3.1 An (α, β)-spanner for a graph G(V,E) is a subgraph H(V,E′) such that E′ ⊆ E

and for any vertices x, y ∈ V , dG(x, y) ≤ dH(x, y) ≤ αdG(x, y)+β where dG(x, y) and dH(x, y) are

the distances from x to y in graphs G and H respectively. When the additive constant β is 0, we

simply refer to the spanner as an α-spanner.

A Semi-Streaming algorithm to find a (log n)/(log log n)-spanner is mentioned in [FKM+05a]. An

algorithm for constructing a (1 + ε, β)-spanner of size O(n1+δ) in a constant number of passes

and using O(n1+δ log n) space appears in [EZ04]. A randomized Semi-Streaming algorithm that
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constructs a (2t + 1)-spanner for an unweighted graph in one pass appears in [FKM+05b]. With

probability 1 − 1
nΩ(1) the algorithm uses O(tn(1+1/t) log2 n) bits of space. The per edge processing

time is O(t2n(1/t) log n). Using this algorithm, the all-pairs distances in a graph can be (2t + 1)-

approximated. An extension to the spanner algorithm that provides a ((1 + ε)(2t + 1))-spanner

for weighted undirected graphs is also presented in [FKM+05a]. The idea behind the algorithm

is to make sure that for every edge (u, v) ∈ E that is not included in the spanner, the distance

between u and v is at most 2t + 1. This ensures that the spanner is a (2t + 1)-spanner since, every

edge in a shortest path in the original graph can be replaced by a path of length (2t + 1) in the

spanner. The idea is to maintain trees of height ≤ bt/2c that represent dense parts of the graph,

connections between trees of height = bt/2c, and miscellaneous edges to represent sparse parts of

the graph. Since the height of each tree is bt/2c, the distance between any two vertices within the

same tree is ≤ t. The key to the algorithm is to ensure that for any edge (u, v) in the graph, u and

v are either in the same tree, in two trees that are connected by a single edge, or connected by a

path including miscellaneous edges that is not too long. The complete algorithm has a randomized

labeling procedure to achieve the desired results. The reader is referred to [FKM+05b] for details.

3.2 Sparsification

In [FKM+05b], Feigenbaum et al suggest a general approach for designing algorithms for the Semi-

Streaming model and improving the running time per edge using the idea of sparsification from

[EGI+97]. Sparsification is a technique for designing dynamic algorithms to test graph properties.

It relies on the property having a strong certificate. A strong certificate for a property P and graph

G is a graph G′ on the same set of vertices such that for any graph H, G∪H has property P if and

only if G′ ∪ H has property P . A strong certificate G′ for property P and graph G is said to be

sparse if G′ has at most cn edges for some constant c > 0 where n is the number of vertices. Since

the Semi-Streaming model provides enough space to store a sparse certificate and O(n) edges, we

can read O(n) edges at a time while maintaining a sparse certificate for the property in question.

This gives us the following theorem:

Theorem 3.1 ([FKM+05b]) Let P be a property for which a sparse certificate can be found in

f(n, m) time where n is the number of vertices and m is the number of edges in the graph. There

is a 1-pass Semi-Streaming algorithm that maintains a sparse certificate for P using f(n, O(n))/n

time per edge.
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This result and the work by Eppstein et al ([EGI+97]) leads to Semi-Streaming algorithms

for bipartitenes, connected components, and minimum spanning tree with better time per edge

than previous algorithms. It also results in new Semi-Streaming algorithms for 2, 3, and 4-vertex

connectivity, 2, 3, and 4-edge connectivity, and for constant edge connected components.

4 W-Stream

While the Semi-Streaming model extends the streaming model by allowing more space, in the W-

Stream model ([R03]), algorithms are allowed to write as well as read streams. In each pass, the

last stream written (or, in the case of the first pass, the input stream) is read and a new stream is

written. This certainly seems like a reasonable extension to the streaming model as long as we do

not allow the streams to grow too large. Therefore, the size of the streams written will be restricted

to be within a constant factor of the size of the original input stream. While adding the ability to

write intermediate streams would appear to provide more power to the streaming model, a p-pass

W-Stream algorithm using s space can be simulated by a p-pass streaming algorithm using p × s

bits of space ([R03]). Thus, when the number of passes is relatively small, the ability to write

intermediate streams does not provide significantly more computational power. For example, a

(log n)-pass, (log n)-space, W-Stream algorithm can be simulated by a (log n)-pass, (log2 n)-space,

streaming algorithm. In [DFR06], however, Demetrescu et al prove that when the space is O(1),

there are problems that can be solved using intermediate streams that cannot be solved without

intermediate streams no matter how many passes are allowed. They also suggest that the total

number of items processed is a better measure of the computational complexity of algorithms in

the W-Stream model than the number of passes. They prove that the following problem, called

FORK, can be solved with an O(log n)-space W-Stream algorithm while processing O(n) items.

An O(log n)-space streaming algorithm, on the other hand, would require Ω(log n) passes and,

therefore, processes Ω(n log n) items ([DFR06]).

Definition 4.1 ([DFR06]) In the FORK problem, we are given two vectors x and y of n numbers

each such that x1 = y1 but xn 6= yn. Our objective is to find an index i, called a fork, such that

xi = yi but xi+1 6= yi+1.

While reading and writing a single stream as in the W-Stream model certainly seems like a

reasonable extension to the streaming model it also seems to be a bit too restrictive. Why not

allow multiple streams to be read and written simultaneously? For example, the FORK problem
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which requires p×s = Ω(log2 n) passes in W-Stream ([DFR06]), can be solved in O(log n) space and

two passes if we are allowed to read and write two streams. In the first pass, simply write A to one

stream and B to another. In the second pass, move through A and B in lock step looking for the first

index i at which A[i] 6= B[i]. In [R03], Ruhl points out that these types of algorithms have been

studied previously as tape-based algorithms ([K98]). Ruhl proposes an alternative model called

Streaming Networks which is equivalent in power to the tape model and proves several results

relating the power of Streaming Networks to the models discussed in this chapter. A complete

discussion of the Streaming Network model is beyond the scope of this chapter.

In addition to the separation results above, two algorithms are presented in [DFR06] along with

a detailed analysis of the tradeoff between the number of passes versus the amount of space required

by the algorithms. The problems considered are finding the connected components of an undirected

graph and directed single-source shortest path. For both problems, any W-Stream algorithm using

s bits of memory requires Ω(n/s) passes ([DFR06]). (Throughout the remainder of this section, we

take n to be the number of vertices and m to be the number of edges in the graph.)

4.1 Connected Components in W-Stream

A deterministic W-Stream algorithm for finding the connected components of an undirected graph

that uses s space and O((n log n)/s) passes is presented in [DFR06]. The idea behind the algorithm

is to repeatedly find the connected components of subgraphs of G where these subgraphs are small

enough to fit into memory. Once such a connected component is found, it can be compressed into

a single vertex for the next iteration. As groups of vertices get compressed, a representation of

the original vertices within each connected component must be maintained. Therefore, there will

be two parts to the intermediate streams. Part A will hold the edges from the compressed graph.

Part B will contain a representation of the connected components found so far. This representation

will consist of an edge from each original vertex v to the representative vertex for the component

containing v.

The algorithm repeats the following until there are no more edges in the graph:

1. Read edges from Part A of the stream, storing each new vertex encountered in memory. As

edges are read, maintain the connected components seen so far by maintaining a spanning

forest. Continue reading edges until the internal memory is exhausted or until all the edges

from Part A have been read. Let H be the subgraph induced by the edges that have been
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read and stored in memory.

2. Read all remaining edges from Part A of the stream if any. As each such edge (u, v) is read,

determine whether u and v are part of the same connected component in H. Let

c(x) =

 vertex representing the component in H containing x if x ∈ H

x otherwise

If c(u) 6= c(v), write (c(u), c(v)) as an edge in the new stream for the compressed graph. In

this step, all the connected components are compressed down to their representatives. Any

vertex in G that is adjacent to a vertex in a connected component from H will now be adjacent

to the representative of the component.

3. At this point the connected components of H have been found and the compressed graph

has been written to the new stream. It is possible that some vertices that were previously

representatives of connected components in G are no longer representatives since their com-

ponents could have been merged into a larger component. If this is the case, we need to

update Part B of the stream so that every vertex in such a connected component points to

the representative of the new larger component. To do this, read the edges from Part B of

the stream. As each edge (u, v) is read, write (u, c(v)) to Part B of the new stream and, if

u ∈ H, mark u in memory as having been written to Part B of the new stream.

4. The entire stream has been read and most of the connected component information has been

written to the new stream. However, there may be vertices in H whose connected component

information have not been written to the new stream – vertices in H that were not included

in the connected component information for G after the previous iteration. To remedy this,

find each vertex u ∈ H that was not marked as having been written to Part B of the new

stream in Step 3 and write (u, c(u)) to Part B of the new stream.

Using the reduction of connected components to bipartiteness from [R03], this algorithm can

be extended to provide an O((n log n)/s)-pass, s-space, W-Stream algorithm for bipartiteness. It

is an open question whether this W-Stream algorithm for connected components can be extended

to find a minimum spanning tree as was done with the Semi-Streaming algorithm for connected

components.
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4.2 Single-Source Shortest Paths

A randomized W-Stream algorithm for the directed single source shortest path problem restricted

to instances in which the edge weights are positive integers bounded by some number C appears in

[DFR06]. With s space, the algorithm makes p = O(Cn log3/2 n/
√

s) passes. The distances returned

are correct with high probability and the size of each intermediate stream is O(m + n
√

s/ log n).

The idea behind the algorithm is that, given any constant l, a shortest path between any two

vertices can be viewed as a sequence of shortest paths between intermediate pairs of vertices where

each of the intermediate shortest paths has length ≤ l. If we can find shortest paths of length up to

l for all pairs of vertices, we can splice these shortest paths together to get shortest paths of length

> l. There is no known algorithm for finding shortest paths between all pairs of vertices even for

limited path lengths in the W-Stream model so instead a random subset of vertices is chosen to

serve as the intermediate sources. A streaming version of Dijkstra’s algorithm can be run on each

of these intermediate sources. We will explain this streaming version of Dijkstra’s algorithm since

the ideas used may be applicable to other problems.

4.2.1 Finding distances up to l from a single source using Dijkstra’s algorithm.

Recall that in each iteration of the main loop in Dijkstra’s algorithm, the vertex u with minimum

estimated distance from the source is extracted from the priority queue. Each edge (u, v) out of u

is then “relaxed”, i.e. the estimated distance to v is reduced to the distance of the shortest path

to v over the edge (u, v) if this distance is smaller than the previous estimated distance from the

source to v. (See [CLRS01] for a complete description of Dijkstra’s algorithm). The difficulty in

implementing Dijkstra’s algorithm when the space is restricted to o(n) is that the priority queue

cannot be stored in memory. Instead the priority queue must be stored on the intermediate streams

created during each pass through the data. To simplify the exposition of the algorithm, let’s first

consider the case where we want to find all shortest paths of length ≤ l from a single source, a.

If we have the priority queue stored in the stream, extracting the vertex with minimum priority

can be done in one pass. However, relaxing all the edges coming out of that vertex would be

problematic if the priority queue were simply appended to the stream of edges. (Since relaxing a

single edge would require a pass through the entire stream, the entire algorithm would require at

least m passes through the stream in the worst case.) An alternative idea, would be to store a copy

of the priority queue after each edge as a linear array containing the priority of each vertex. In
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addition, we would have to store a boolean value with each priority to indicate whether or not the

vertex has previously been removed from the queue. In other words, the stream would look like:

e1 [(p1, f1), . . . , (pn, fn)] e2 [(p1, f1), . . . , (pn, fn)] . . . em [(p1, f1), . . . , (pn, fn)]

where ei is the i-th edge, pj is the priority of vj ∈ V , and fj indicates whether vj has been removed

from the queue.

If we relax edge e1 = (u, v), we can update the priority for v in the copy of the priority queue

that comes immediately after e1. Now suppose e4 = (u, w) is the next edge in the stream coming

out of u. This edge needs to be relaxed. As with edge e1, we can relax e4 by updating the priority

of w in the copy of the priority queue coming immediately after e4. Note that the various copies

of the priority queues are now out of sync. However, each priority queue maintains the necessary

invariant that the priority of any vertex is greater than the actual length of the shortest path to

that vertex. The extract-min operation can still find the vertex with the minimum priority in one

pass because the vertex on the queue with the minimum priority can be found regardless of whether

it also appears with a larger priority elsewhere in the stream.

The algorithm as described would require intermediate streams of size mn. Notice, however,

that the only priority that can be updated in the copy of the priority queue immediately following

edge (u, v) is v. Therefore, we only need to keep a single priority after each edge in the stream.

This reduces the size of the intermediate stream to O(m).

We can optimize the algorithm further in terms of the number of passes by allowing the extract-

min operation to find multiple vertices in the case there are ties for the minimum priority. In other

words, the extract-min operation will create a pool of vertices in memory that consists of up to k

vertices that have minimum priority where k is such that the space constraint is obeyed. In this

way, the number of extract-min passes is bounded by n/k + l since there can be at most n/k times

in which the priority does not change from one pool to the next, and at most l times when the

priority does change from one pool to the next (assuming the weights are positive integers). Since

there is one relaxation pass for each extract-min pass, the total number of passes is O(n/k + l).

4.2.2 Finding distances up to l from multiple sources using Dijkstra’s algorithm.

To be useful in solving the single source shortest path problem by spicing together paths of length

≤ l, the algorithm above must be extended to handle a set of sources A. This can be accomplished

easily enough by maintaining |A| priority queues in the same manner as was done with one source.
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In other words, in the intermediate stream, after each edge we would write a priority for each source.

If the number of vertices k allowed in each pool for the extract-min operation is s/(|A| log n), the

total number of passes is O(n/k + l) = O(n|A| log n/s + l). The size of the intermediate streams is

O(m|A|). The size of the intermediate streams can be optimized to O(m + n|A|) by preprocessing

the stream to create many groups of contiguous edges in the stream where the endpoints of the

edges in each group are the same. The priority queue information for a vertex is then maintained

only after each group rather than after each edge. For complete details, see [DFR06].

4.2.3 The complete Single Source Shortest Path algorithm

Using the algorithm above as a subroutine, the general single source problem can be solved when

edge weights are positive integers ≤ C for some number C as follows:

1. Randomly choose a set A of
√

s/ log n vertices including the true source a0 to serve as the

intermediate sources.

2. Use the algorithm above to compute distances up to l = (αCn log3/2 n)/
√

s from each of the

vertices in A to every other vertex in the graph where α is any constant > 1. Let d(ai, v)

be the distance from source ai ∈ A to vertex v ∈ V . This distance information is stored in

memory.

3. Build a new graph G∗ on the vertices in A such that there is an edge between ai and aj if and

only if Step 2 found d(ai, aj) ≤ l. Set the weight of this edge to d(ai, aj). G∗ can be created

in one pass and stored in memory as an adjacency matrix using |A|2 log n = s space. This

graph gives us a concise representation of the shortest paths computed in Step 2 between the

sources in A. These are the paths that we will splice together to create paths of length > l

in the original graph.

4. Compute the shortest paths from source a0 in G∗ using any single source shortest path

algorithm. Let d∗(a0, ai) be the distance from a0 to ai in G∗ for each i.

5. For any vertex v for which we did not compute a shortest path ≤ l in step 2, we set its

distance to mina∈A{d∗(a0, a) + d(a, v)}.

All distances ≤ l are computed correctly in step 2 since a0 is one of the vertices in A. Distances

of length > l could be computed incorrectly. For example, if a poor choice of random vertices
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for A resulted in a vertex v ∈ V being a distance of more than l away from each a ∈ A, the

distance computed for v would be ∞. Demetrescu et al prove, however, that with probability at

least 1− 1/nα−1, each distance > l is computed correctly in Step 5. The number of passes required

is O(αCn log3/2 n/
√

s).

5 The Stream-Sort Model

It is argued in [R03] and [ADR+04] that the crucial limitation of the streaming model is not in

its inability to write intermediate streams but in its inability to write sorted intermediate streams.

They prove that a p-pass, s-bit, W-Stream algorithm can be simulated by a p-pass, (p × s)-bit,

streaming algorithm and that sorting a stream can be accomplished by a p-pass, s-space, W-Stream

algorithm only if p × s ≥ the size of the stream ([R03]). The latter result is a consequence of a

result from [BJK+04]. Since sorting large data sets can be done efficiently with today’s hardware

([V01]), adding a sorting primitive to the W-stream model seems appropriate. This leads to the

Stream-Sort model. In each pass through the data, we can either produce an intermediate stream

as in the W-Stream model or sort the stream according to some partial order on the items in the

stream. The partial order must be computable on a Turing machine M with an s-bit memory, i.e.,

M is given two items and returns the order of the items. M does not maintain an internal state

between comparisons. On the other hand, we explicitly allow the local memory to be maintained

between streaming passes.

In [R03] and [ADR+04], it is suggested that an algorithm in the Stream-Sort model be con-

sidered efficient if the number of streaming and sorting passes is O(logk n) for some constant k.

Efficient Stream-Sort graph algorithms for undirected s-t-connectivity, directed s-t-connectivity,

bipartiteness, minimum spanning tree, maximal independent set, tree contraction, detecting cycles

in an undirected graph, and minimum cut appear in [R03] and [ADR+04]. Each of the algorithms

is randomized. As with the models discussed in the previous sections, we present a Stream-Sort

algorithm for connected components, which is from [R03] and [ADR+04].

5.1 Connected Components in Stream-Sort

Although the algorithm presented in [R03] and [ADR+04] is for s-t-connectivity, we amend it

slightly to output the complete connected components of a graph. The final stream created by

this algorithm will have the connected components listed as pairs of vertices and component labels
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similar to the format used in [DFR06] and discussed in Section 4.

The algorithm repeats the following until there are no more edges in the graph.

1. Assign a random 3 log n bit integer to each vertex in the graph.

2. Label each vertex with the minimum number among those assigned to itself and its neighbors.

3. Merge all vertices that receive the same label.

4. If a representative of a connected component is merged then update the representative for all

vertices in the corresponding component.

The idea is that by assigning random labels to each vertex and merging vertices based on neigh-

boring labels, the number of vertices in the graph decreases by a constant factor in expectation

during each iteration ([ADR+04]). This implies the expected number of iterations is O(log n). As

we will see below, each iteration requires a constant number of passes through the stream.

Assume the input stream is given as a list of vertices followed by a list of edges and that each

edge (u, v) appears as both (u, v) and (v, u) since the edges are undirected. The edges are assumed

to be in no particular order. The computational benefit of sorting is that it gives us the ability

to group together information that may be distributed in a variety of places in the stream. For

example, when looking for the minimum label among a vertex v’s neighbors, we need to find all the

edges incident on v and the labels of those vertices, yet the edges incident on v do not necessarily

appear near each other in the stream.

The implementation of this algorithm in the Stream-Sort model is described below. For con-

creteness, we provide an example for the first iteration on a graph consisting of a straight line

through four vertices in Table 1.

Repeat the following until there are no more edges in the graph:

1. In one pass over the stream, replace each vertex vi by a vertex-label pair (vi, li) where li is

the random number assigned to vi. If this is the first iteration, append the initial connected

component information with each vertex serving as its own representative.

2. For each vertex, we need to find the lowest label assigned to itself or its neighbors. To do

this efficiently, we would like to group the labels for all of a vertex’s neighbors together in the

stream. We proceed as follows:

16



(a) Sort the stream so that the list of edges emanating from vi appear right after the vertex

label (vi, li) for each vertex vi. In addition, move the connected component information

to the end of the stream.

(b) In one pass over this new stream, add an “edge label” (li, u) following each edge (vi, u).

This edge label indicates that u is adjacent to a vertex labeled li.

(c) Sort again to group these edge labels with the vertex label for the endpoints of the

original edges. In other words, vertex label (vj , lj) will be followed by the list of edge

labels (li, vj) for edges coming into vj . Put the actual edges at the end of the stream to

get them out of the way.

(d) Now in one linear pass over the stream determine the smallest number assigned to vi or

its neighbors for each i. This can be done in one pass since each vertex label (vi, li) is

followed by a list consisting of an edge label (lj , vi) for each vertex vj adjacent to vi. In

other words, v’s label and the labels of all its neighbors are now grouped together in the

stream. This number becomes the new label for vi Update each vertex-label pair in the

stream to reflect the new labeling.

3. Update the connected component information as follows:

(a) Sort the stream so that the list of component pairs (vi, vr) appears immediately after

the vertex label (vr, lr) for the representative vertex vr.

(b) Update the representative in each component pair to be the new label for that represen-

tative. In other words, the component pair (vi, vr) becomes (vi, lr). Note that the labels

become the vertices in the next iteration.

4. We need to update the edges so that edge (vi, vj) is replaced by edge (li, lj) in the compressed

graph. This can be done as follows:

(a) Sort the stream so that edges emanating from vi appear right after vertex label (vi, li)

and the connected component information appears at the end of the stream.

(b) In one pass over this stream, produce a new stream of edges where each edge (vi, u) is

replaced by (li, u). This updates the first component of each edge in the compressed

graph for the next iteration.

(c) Now sort this stream so that each vertex label (vj , lj) is followed by the list of edges

(li, vj) coming into vj .
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(d) In one pass over this stream, produce a new stream of edges where each edge (li, vj) is

replaced by (li, lj). This updates the second component of each edge in the compressed

graph for the next iteration. Also remove self-loops of the form (li, li) and replace each

vertex label by the label alone – the labels becoming the vertices for the next iteration.

In a second pass, remove duplicate vertices.

In the end, the remaining labels in the stream represent the connected components and each

pair (vi, li) in the connected components portion of the stream indicates the connected component

in which vi is a member. In the example from Table 1, notice that after the first iteration, we have

determined that v1, v2, and v3 are in the same connected component which is represented by the

new vertex 10. In the next iteration, we will find that v4 is also in this same connected component

(although the representative could be 30 depending on how the random numbers are assigned).

Since the expected number of iterations is O(log n) and each iteration requires a constant

number of passes, the expected number of passes is O(log n). Since the only information required

to be stored in memory at any one time is a small number of labels and vertices, the total amount

of space used is also O(log n). Recall that in W-Stream this problem requires Ω(n/s) passes using s

space. Having the ability to sort, therefore, provides a significant computational advantage for this

problem. This algorithm is used in [R03] and [ADR+04] as a subroutine in Stream-Sort algorithms

for bipartiteness, directed s-t-connectivity, and minimum spanning tree.

6 Summary and Conclusions

We have discussed a number of graph algorithms for the three main extensions to the streaming

model – Semi-Streaming, W-Stream, and Stream-Sort. In each model there is a need to maintain

some compressed representation of the information contained in the graph. For example, maintain-

ing connectivity information has proven extremely useful in all three models. In [R03], a number

of open problems for the Stream-Sort model are listed including developing algorithms for breadth

first search, depth first search, topological sort, and directed connectivity. The W-Stream algorithm

from [DFR06] for single source shortest path discussed above can be used for breadth-first search

and can achieve a sub-linear number of passes using sublinear space. (By taking s =
√

n log3 n for

example, the number of passes required would be n3/4.) It would be interesting to see whether

sorting can be used effectively to bring this down to polylog passes and space.

Interest in the streaming model of computation is not likely to subside anytime soon especially
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Table 1: A trace of the first iteration of the connected components algorithm for the graph consisting

of a straight line through four vertices, v1, v2, v3, v4. Since ordered pairs are being used to describe

edges, labelings, and component information, we will differentiate between each of these types

of pairs. We use e(v1, v2) to represent the edge (v1, v2), C(v1, vr) to represent that v1 is in the

connected component represented by vr, and LV (v1, l1) and LE(l1, v1) to represent the vertex-

label and edge-label pairs used in the algorithm. To save space, let [E] be the complete list of

edges unchanged from the previous step and [C] be the complete list of connected component pairs

unchanged from the previous step.

Step Stream

Initial (v1) (v2) (v3) (v4) e(v1, v2) e(v2, v1) e(v2, v3) e(v3, v2) e(v3, v4) e(v4, v3)

1 LV (v1, 20) C(v1, v1) LV (v2, 10) C(v2, v2) LV (v3, 30) C(v3, v3) LV (v4, 40) C(v4, v4) [E]

2a LV (v1, 20) e(v1, v2) LV (v2, 10) e(v2, v1) e(v2, v3) LV (v3, 30) e(v3, v2) e(v3, v4)

LV (v4, 40) e(v4, v3) [C]

2b LV (v1, 20) e(v1, v2) LE(20, v2) LV (v2, 10) e(v2, v1) LE(10, v1) e(v2, v3) LE(10, v3)

LV (v3, 30) e(v3, v2) LE(30, v2) e(v3, v4) LE(30, v4) LV (v4, 40) e(v4, v3) LE(40, v3) [C]

2c LV (v1, 20) LE(10, v1) LV (v2, 10) LE(20, v2) LE(30, v2) LV (v3, 30) LE(10, v3) LE(40, v3)

LV (v4, 40) LE(30, v4) [C] [E]

2d LV (v1, 10) LV (v2, 10) LV (v3, 10) LV (v4, 30) e(v1, v2) e(v2, v1) [C] [E]

3a LV (v1, 10) C(v1, v1) LV (v2, 10) C(v2, v2) LV (v3, 10) C(v3, v3) LV (v4, 30) C(v4, v4) [E]

3b LV (v1, 10) C(v1, 10) LV (v2, 10) C(v2, 10) LV (v3, 10) C(v3, 10) LV (v4, 30) C(v4, 30) [E]

4a LV (v1, 10) e(v1, v2) LV (v2, 10) e(v2, v1) e(v2, v3) LV (v3, 10) e(v3, v2) e(v3, v4)

LV (v4, 30) e(v4, v3) [C]

4b LV (v1, 10) e(10, v2) LV (v2, 10) e(10, v1) e(10, v3) LV (v3, 10) e(10, v2) e(10, v4)

LV (v4, 30) e(30, v3) [C]

4c LV (v1, 10) e(10, v1) LV (v2, 10) e(10, v2) e(10, v2) LV (v3, 10) e(10, v3) e(30, v3)

LV (v4, 30) e(10, v4) [C]

4d (10) (30) e(30, 10) e(10, 30) C(v1, 10) C(v2, 10) C(v3, 10) C(v4, 30)
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in the data mining community. The algorithm for finding coherent threads in search results from

[GKS+05] for example, is mentioned to be efficiently implementable in the Stream-Sort model.

In addition, Ruhl points out in [R03], that the implementation of the PageRank algorithm dis-

cussed in [PBM+99] can be done efficiently in the Stream-Sort model. As more people investigate

the streaming model, consideration of graph algorithms in streaming model variants will become

increasingly common.
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